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Kivonat

A megújuló energiaforrások elterjedésével egyre nehezebb feladat az elektromos hálózat

terhelésének és termelésének kiegyensúlyozása. A folyamatosan változó terhelés mel-

lett a termelés oldalán is megjelentek a nem vezérelhető nap- és szélerőművek. Ezen

megújuló energiaforrások kihasználásának maximalizálásához szükség van a hálózat fo-

gyasztói összetételének ismeretére, valamint a fogyasztók vezérlésére, ütemezésére. A

hálózat fogyasztóinak ismerete lehetőséget ad a hálózat terhelésének előrejelzésére. Bi-

zonyos fogyasztók működésének ütemezésével a hálózat terhelése időzíthető, lehetővé téve

a megújuló energiaforrások kihasználásának maximalizálását.

A kutatás korábbi lépéseiben megépítésre került egy okos konnektor prototípus, mely

egy dimmer segítségével karaktersztikus adatokat gyűjt a csatlakoztatott fogyasztóról,

majd ez alapján felismeri a fogyasztót. Az korábbi eredményekből TDK dolgozat és

nemzetközi konferenciára cikk is készült. Ezen TDK dolgozatban az kerül megvizsgálás-

ra, hogy hogyan lehetséges több, azonos okos konnektorra csatlakoztatott fogyasztót

felismerni. Ez egy fontos probléma a valós környezetben történő alkalmazáshoz, hiszen

nem várható el, hogy egy okos konnektorra mindig csak egyetlen eszköz legyen csat-

lakoztatva. Emellet olcsóbb megoldás, ha kevesebb okos konnektorral is megvalósítható

a rendszer a fogyasztószintű vezérlési képesség csökkentése mellett.

A multi-class klasszifikációhoz először mérési adatok gyűjtésére volt szükség. Összesen

45 különböző fogyasztó-kombinációval készültek mérések. A klasszifikációhoz egy CNN

alapú háló került alkalmazásra, ahol a kimeneten nem csak az egyes fogyasztókhoz voltak

neuronok, hanem a bemeneti mérésben jelen lévő fogyasztók számára is adott becslést a

háló. A két predikciót kombinálva jön létre a multi-class klasszifikációra képes megoldás

mely 97% feletti átlagos pontosságot (accuracy) ért el. A bemutatott módszer korlátait

és képességeit is elemeztem.
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Abstract

With the spread of renewable, non-controllable energy resources, balancing the produc-

tion and demand in the electrical grid becomes even more challenging. In addition to

the constantly changing demand, non-controllable energy supplies like wind and solar

power introduce changes and unknowns to the production-side as well. In order to best

utilize these resources, grid load composition data is needed to forecast grid load. The

ability to schedule individual loads is also required for Demand-Side Management. By

scheduling certain loads, the grid load can be shifted to enable optimal utilization of

renewable non-controllable resources.

In the previous steps of the research, we built a Smart Plug prototype. The plug

uses a dimmer to extract characteristic information from the connected appliance by

measuring its reaction to the dimming. This characteristic data can be used to detect

the load that is connected to the plug. Previous results were presented both in conference

papers and in TDK reports. The topic of this TDK report is detecting multiple loads

connected to the same plug. In a real-world scenario, multiple loads may be plugged

into the same Smart Plug (e.g. by using an extension cord). Multi-load detection also

allows the reduction of installation costs by not requiring a Smart Plug for each load at

the expense of individual load-level controllability.

The first step to achieve multi-load detection was to collect measurement data. 45

different load combinations were measured in total. A CNN-based Neural Network was

used for classification, but the output was modified. In addition to the neurons corre-

sponding to each load, the network also predicts the number of loads present. Multi-class

classification is achieved by combining the two predictions. The method achieved over

97% average accuracy. In addition to these results, the generalization capabilities and

limitations of the method were also examined.
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1 Introduction

With the recent spread of renewable energy resources in the energy market, balancing

the production and consumption-side is becoming more and more challenging. On the

grid-level, energy providers need information about the load composition of the grid to

enable load forecasting. Demand-Side Management is also needed to allow for better

utilization of renewables.

On the household level, rooftop solar panel installations strain the grid more. Schedul-

ing the loads on a household level, considering renewable energy production, requires the

ability to control individual loads and identify these loads connected to the grid. Smart

meters measure at a single point, and thus disaggregation is needed. Individual load

control is also not possible this way. Our previous work proposed a Smart Plug capable

of identifying the connected electrical load within seconds using a dimmer. The dimmer

also enables the Smart Plug to turn the load off and on. In a real-world scenario, how-

ever, more than one load may be connected to the Smart Plug. This report examines

what happens if more than one load is connected to the Smart Plug. We evaluate the

possible methods to distinguish individual loads if multiple are connected to the same

Smart Plug. The structure of a system in which our Smart Plug and load detection

method can be utilized is shown in Figure 1.1.

Figure 1.1: Structure of a Demand-Side Management system utilizing Smart Plugs
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2 Literature review

This chapter contains a review of relevant publications in the literature. The first part

focuses on electrical load classification methods, while the second part summarizes the

application potentials of such systems.

2.1 Electrical Load Classification

In electrical load classification methods, two major categories are distinguished. Non-

Intrusive Load Monitoring (NILM) typically utilizes smart meters, where the load is

measured at a single point. Load disaggregation methods are needed to detect individ-

ual electrical loads from the aggregated load curve. In contrast, individual loads are

measured with Intrusive Load Monitoring (ILM), typically using Smart Plugs.

2.1.1 NILM

Since with NILM, loads are measured at a single point or a group of loads is measured

together, load control is impossible without extra hardware and detection capabilities.

Therefore, although it is a cheap way to collect data about the load composition of the

grid, it is not suitable if we aim to control individual loads.

2.1.2 Multi-label classification

Although NILM is unsuitable for our use case, the disaggregation methods used to detect

different loads are relevant. Since the topic of this paper is detecting multiple loads

connected to the same Smart Plug, multi-load detection methods utilized for NILM

systems can offer insight into the possible methods that can be utilized in our use case.

In [1], a detailed review of different NILM methodologies and approaches in the lit-

erature is presented. The challenge of multi-label classification is also discussed. The

simplest method is to create a label power set and train a single-class classifier with

this power set as the label for the output. With this method, however, the number of

classes to distinguish becomes very large, and there may be combinations of loads for
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which no training data is available. Two other approaches are examined in [1]. Random

k-labelsets (RAkEL) and ML-kNN. RAkEL [2] is an ensemble method where multiple

single-class classifiers are trained on random subsets of the label power set. ML-kNN [3]

uses kNN with an additional maximum a posteriori (MAP) step. This last step is used

for providing the label set as the output.

Random Forests are used in [4] for achieving multi-label classification.

An LSTM autoencoder-based multi-label classification method is presented in [5]. The

deepest layer of the autoencoder contains information about the loads that are present.

In [6], a Neural Network-based multi-label classification method, called BP-MLL, is

introduced. Where a special error function is defined for backpropagation:

 1
|Y ∥Ȳ |

∑
(k,l)∈Y ×Ȳ

exp(−(ck − cl))

 (2.1)

Where Y is the set of output labels belonging to a training sample, Ȳ is the set containing

all other labels, | · | measures the cardinality of the set, and cj are the outputs of the

Neural Network. The above error function compares the outputs of neurons representing

output labels and non-output labels and aims to promote a high difference between these

two sets of neuron outputs. During inference, a threshold was used to determine which j

to consider (based on cj) as belonging to the output label set. The threshold was learned

using a threshold learning algorithm. In [6], several evaluation metrics are presented for

multi-label classification. One such metric is the Hamming loss:

loss(h) = 1
p

p∑
i=1

1
Q

|∆(h(xi), Yi)|, (21)

Where Q is the cardinality of the set of all distinguished labels, Yi is the true label set

belonging to the i-th sample, ∆ is the symmetric difference function, and h(xi) is the

output of the classifier h. There are other loss metrics, such as One-error, Coverage,

Ranking loss, and Average precision, which all focus on different aspects of the output

of the classifier.

In [7], an autoencoder-like deep neural network structure is presented where the deep-

est layer contains high-level features while the entire net is trained with the labels’ output.

They utilized bidirectional association-based pooling layers.

Another method to achieve multi-label classification is to use a binary classifier for

each target label [8].
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Real-time NILM

An interesting new area of NILM research is the real-time detection of new loads in the

load composition. In [9], [10], active power is measured with a relatively high frequency

compared to other NILM methods. The sudden change in the active power can be used

to detect if a new load is connected or turned on.

2.1.3 ILM

In [11], several challenges of ILM are pointed out, like the different types of loads that

need to be distinguished, and the presence of these different categories can affect the

accuracy rates of different ILM methods presented in the literature. Several use cases of

ILM are also introduced, such as detecting human activity, monitoring appliance usage

patterns, and detecting irregularities. ILM can also be used to gather data about the

energy consumption of households. Smart Plugs with load detection capabilities are only

present in the literature; there are no commercially available solutions [12].

In [13] an occupancy-driven load control scheme is presented. The system schedules

and turns off loads based on room occupancy information. The plug load detection part

of the system is presented in [14]. Only the power consumption data was used, one

sample every minute, and the minimum time window examined was 5 minutes. The

best accuracy rate was 93%. Although the load detection capabilities of the system

would need improvement, the energy-saving potentials of occupancy detection are worth

examining. Mainly since plug loads significantly contribute to the energy consumption

of office spaces [13].

In addition to time-series data-based classification methods, there are faster ILM

methods using high-frequency measurements while offering faster detection times. In

[15] Voltage–Current trajectories are collected from instantaneous voltage and current

readings, which were used to categorize the electrical load. The authors achieved high

accuracy rates using Supervised Self-Organizing Map (SSOM)-based classification. How-

ever, the target classes consisted of typical load characteristics (like resistive and reactive

loads) instead of distinguishing individual loads. In [16], Electric Load Signatures are

recorded for electrical loads that are used to classify the load. Manipulating the electrical

load’s supply to extract characteristic information is another way to achieve fast ILM

[17]–[19].

With ILM, the problem is twofold: In the literature, it is assumed that only a single

load will be plugged into the smart outlet. This assumption rarely holds in real-world

8



scenarios. Similarly, unseen loads may be plugged into the outlet in a real-world scenario.

This is also often overlooked in the literature.

2.2 Use cases

According to the U.S. Energy Information Administration’s annual report [20], by 2050,

in the U.S., the electricity generation from solar and wind power is expected to grow

significantly and, in total, to match or surpass electricity produced using natural gas.

With the increase of non-controllable renewable resources’ presence in the composition of

electricity production, it becomes increasingly difficult to match the production levels to

instantaneous electricity demand. Demand-Side Management (DSM) aims to solve the

problem of the difficult task of balancing the grid by controlling parts of the demand-side

as well. Utilities can indirectly influence energy consumption by using different pricing

schemes [21]. A key metric is the Peak-to-Average Ratio (PAR) which is the ratio of the

peak electricity demand and the average. As the electric grid must handle the peaks,

part of the production capacity is not utilized off-peak. This issue is further worsened

by introducing non-controllable power sources like solar energy, which introduce more

uncertainty to grid operations.

One application of Demand-Side Management is controlling Heating, Ventilation,

and Air Conditioning (HVAC) equipment as a short interruption to their operation of

them does not have an immediate effect [22]–[25]. Apart from HVAC, there are other

loads whose operation can be interrupted or scheduled. The authors in [26] categorize

household loads into schedulable (i.e., charging devices with built-in battery) and non-

schedulable (i.e., Lighting, Television) categories. Several approaches are presented in

the literature to best utilize the available solar energy or energy storage capacity [27]–

[30]. In addition to reducing electricity-related costs ([29] – 29%, [28] – 19%), PAR can

also be reduced significantly ([28], [31] – 46%, [27] – 8%).

Although there are plenty of papers related to DSM and the utilization of non-

controllable renewables, key assumptions are being made which prevent their real-world

applications. Most methods presented in the literature do not consider that electrical

loads are moved around the household and that plug loads also significantly contribute

to a household’s overall energy consumption.

9



2.3 Summary

Achieving Demand-Side Management requires information about the load composition of

the electrical grid and capabilities to schedule different loads. Electrical load classification

methods can provide the necessary data and control capabilities to enable the real-world

application of the DSM methods presented in Section 2.2.

Research into load classification can be summarized in the following way:

• NILM

Individual load control is not possible

Disaggregation of load curves is required

Most research focuses on time-series data analysis

Some novel methods for Real-Time NILM

• ILM

Measures each individual load

The electrical load’s power consumption characteristics are used typically

Individual load control can be achieved

2.4 Previous work – Dimmer-based Smart Plug

Previous work of this research is published in [18], [19], [32] as well as two previous TDK

reports. Since this paper utilizes the same concept and measurement methodology, this

section briefly introduces the measurement process and the Smart Plug prototype. A

photo of the Smart Plug is shown in Figure 2.1. The Smart Plug utilizes a transformer

and current transformer to measure instantaneous current (U [k]) and voltage (I[k]) val-

ues. An AC dimmer with a built-in power supply is used as the power source, and the

dimmer is used to cut the supply of the load plugged into the Smart Plug. An RP2040

microcontroller controls the measurement process and records the load’s response to the

dimming. The ESP32 is responsible for WiFi communication and on-device CNN-based

classification.

The measurement methodology is the following. Using the dimmer, the voltage supply

of the connected load is cut with a dimming ratio of %min for h number of AC cycles.

The dimming control procedure can be seen in Figure 2.2. This is followed by d AC

periods where the load receives uninterrupted power. Then the cutoff ratio is increased
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Figure 2.1: Smart Plug featuring the Raspberry Pi Pico and the ESP32.

Figure 2.2: Signals between the dimmer and RP2040 and the resulting dimmed voltage
curve when using a 60% cutoff ratio.
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for another h number of AC cycles followed by another d number of non-dimmed cycles.

This procedure is done with r number of different cutoff ratios, the last cutoff ratio being

%max. The parameters of the measurement (r, %min, %max, h, d) define the measurement

profile. In this report, measurement profiles will be displayed in the following format:

{< r, %min − %max >, h, d}

The cutoff ratios are evenly spaced between %min and %max in increasing order. Dur-

ing the measurement, for each AC period where dimming was used, three values were

calculated from 360 multisampled (8-sample multisampling) instantaneous voltage and

current measurements: Real Power, the RMS voltage, and the RMS current. These are

calculated on the RP2040 using the following formulas:

P = 1
n

·
n∑

k=1
U [k]I[k] (2.2)

VRMS =

√√√√ 1
n

·
n∑

k=1
U [k]2 (2.3)

IRMS =

√√√√ 1
n

·
n∑

k=1
I[k]2 (2.4)

Additionally, Apparent Power can be calculated from VRMS and IRMS :

S = VRMS · IRMS (2.5)

The Real Power, RMS voltage, and current values are assembled into matrices of size

r × h. Figure 2.3 shows an example of the measurement process and construction of the

Real Power measurement matrix.

Based on simulation results, it was determined that decreasing the measurement ma-

trix sizes, and thus the measurement time and collected data, only resulted in slightly

worse accuracy rates. This means that it is possible for computationally constrained

environments, like NN inference on a microcontroller, to reduce the computational com-

plexity while achieving high accuracy rates. A smaller measurement matrix also has

the added benefit of faster measurement time. The number of AC cycles needed for a

measurement with a measurement profile {< r, %min − %max >, h, d} can be calculated

the following way:

ncycles = r · h + (r − 1) · d

12



Figure 2.3: Real Power measurement matrix of an LED Light bulb using the
TEST_ORIG measurement profile. The power measurement values [W] are
displayed for each dimmed AC period.

Figure 2.4: Summary of different classification results. (Average accuracy rates, based
on 100 runs.) [18]

The following measurement profiles were selected to be used for measurements:

• TEST_ORIG : {< 14, 10% − 75% >, h = 20, d = 16} Measurement time: 488 AC

cycles (9.76s)

• TEST_HALVED : {< 7, 15% − 75% >, h = 10, d = 8} Measurement time: 118 AC

cycles (2.36s)

• TEST_TINY : {< 2, 10% − 75% >, h = 12, d = 4} Measurement time: 28 AC

cycles (0.56s)

• TEST_FOUR : {< 4, 15% − 75% >, h = 8, d = 4} Measurement time: 44 AC

cycles (0.88s)

Using these four different measurement profiles and different classification methods,

the average accuracy rates achieved can be seen in Figure 2.4. We can see that CNN

offers the best accuracy rates, although it required more training samples to achieve it.
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The performance of on-device classification was validated using the TEST_HALVED

measurement profile, and it was shown that an accuracy rate of 99.44% can be achieved.

14



3 Measured loads and dataset

The different electrical loads measured previously and used in this report are shown in

Table 3.1. In total, 14 loads were measured and grouped into 11 categories. Figure 3.1

shows real power measurement matrices of some previously measured loads. We can

see that in some cases, like with the 4A ’smart’ lead acid battery charger, there is a

periodicity that is independent of the measurement process. It is also apparent that the

three USB chargers have very similar measurement matrices. These matrices can also

change in time depending on the usage of the load (e.g., laptop) or the charge level (e.g.,

battery chargers, USB chargers).

3.1 Motivation

As discussed in Chapter 2, ILM and NILM both have advantages and disadvantages and

are suited for different purposes. Combining these methods could be beneficial and could

solve some of the challenges of using Smart Plugs in a real-world scenario. In [33], for

example, a hybrid ILM-NILM approach is presented where the Smart Plugs help improve

the accuracy of the load disaggregation. We can also approach this problem from the

other side: Enable Smart Plugs to detect multiple loads simultaneously.

To our best knowledge, this hybrid approach of integrating NILM methods into a

Smart Plug has not been examined in the literature. All Smart Plug prototypes capable

of load class-level distinction that we have seen in the literature expect a single load to

be connected to the Plug. This means a Smart Plug is needed for every load we aim

to control and/or monitor. The use case for our original Smart Plug prototype was to

measure and control loads that are moved around within the household since those are

the scenarios where load detection is required. In a real-world environment, an extension

cord may be plugged into a smart plug, allowing multiple loads to be connected to the

same Smart Plug. In those scenarios, our original method may not work correctly since

it can only detect a single load. This is problematic both for load forecasting and load

control. If only the dominant load is detected, the Plug may incorrectly assume the
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Load description Load name Load category

10W Apple USB adapter

charging an iPad
ipad10W

USB
5W Apple USB adapter usbapple5V1A

5W generic USB adapter usb5V1A

4A "smart" lead-acid

battery charger
batterycharger4A batterycharger4A

800mA traditional

lead-acid battery charger
batterycharger800mA batterycharger800mA

A fan fan fan

A hairdryer hairdryer hairdryer

LED Light Bulb ledbulb ledbulb

LED-based Spotlight ledspotlight ledspotlight

Incandescent Light Bulb incandescentbulb
INCANDESCENTS

Infrared Heat Lamp irlamp

Laptop charger

charging the laptop
laptop laptop

LCD screen monitor monitor

Soldering iron solderingiron solderingiron

Table 3.1: Electrical loads measured and their categorization

Figure 3.1: Measurement matrices of some of the previously measured loads. (Measure-
ment unit: Watts)

16



schedulability based on only that load. In a worse case, the combination of the loads

may cause the Plug to detect it as something completely different from any of the loads

plugged into the Smart Plug.

Creating a Smart Plug capable of detecting multiple loads simultaneously solves the

misclassification issues arising when multiple loads are present. Still, it also enables the

adjustment of the granularity of the control capabilities while reducing the installation

cost of a Smart Plug system. It becomes possible to deploy fewer Smart Plugs, which

enables cost reduction at the expense of individual load controllability (e.g., if a non-

schedulable and a schedulable load are connected to the same Smart Plug, the Plug

cannot turn off the loads temporarily).
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4 Process design

There are established ways for NILM methodology and classification accuracy evaluation,

as shown in Chapter 2, but our use case is different. We expect that there will only be,

at most, a few devices connected to the same Smart Plug. Our approach is first to

determine if the network can recognize two loads and then check if more is possible.

Since, in the past, CNN-based classification proved to be effective at both generalization

and accurate load detection; we aim to use it for multi-load classification. There are,

however, two challenges that arise with creating such a multi-class solution:

1. For even the 11 different load categories we examined, there are
(11

2
)

= 55 different

combinations of two loads and
(11

3
)

= 165 combinations for three loads

2. The interaction between the different loads connected to the same Smart Plug may

result in a measurement matrix similar to a different load’s matrix

The goal is to create a method that can generalize as well as possible so that the size of

the training dataset can be minimized.

4.1 Data collection

In order to have sufficient data to evaluate any method, we needed to measure different

combinations of loads across all load categories. We have measured 43 of the 55 possible

two-load category combinations. With each combination shown in Figure 4.1, at least

100 measurements were recorded. In addition to the two-load combinations, we have

collected another 100 measurements for a few three-load category combinations:

• fan + ledbulb + INCANDESCENTS

• fan + ledspotlight + solderingiron

With this data and the original 250 measurements for each of the 14 loads, we had

both single and multi-load measurements for all 11 load categories. The 100 multi-load

measurements were recorded for the combinations for all four measurement profiles.
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Figure 4.1: All possible two-load category combinations. ✓ marks the combinations for
which we have recorded at least 100 measurements.

4.2 Multi-class classification

The easiest method to achieve multi-class classification would be to add new neurons to

the final output layer of the NN, each corresponding to a combination of loads. However,

this would result in a lot of output neurons and lacking generalization capabilities be-

tween the same load present in multiple combinations. Although this method performed

well on the dataset, we do not consider it a true multi-class classification. Instead, a

different method was chosen.

Traditionally, using the Softmax activation function in the last layer, only one output

is selected. The target output looks something like this: [0, 0, 0, 0, 1, 0, 0, 0, 0, 0, 0] which

results in the smallest error if the 5th neuron’s output (before the Softmax activation)

is significantly larger than any other neuron’s in the last layer. But we can extend it

and use a target output like this: [.5, 0, 0, 0, 0, .5, 0, 0, 0, 0, 0] in which case the error is

the smallest when the 1st and 6th neuron’s output is equally high (before the Softmax

activation) compared to any other neuron’s output in the final layer. This way, both

neurons learn to fire when the input is a multi-load measurement. This ensures that if

the network learned the data correctly, then for an N-load multi-load input matrix, the

top N neurons with the most significant output should be the N loads present in the

multi-load input. However, this leaves an important question: how can we determine N?
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As seen in Chapter 2, threshold learning algorithms were used in the literature for this

problem. We have chosen a similar but slightly different approach: We wanted the same

NN to learn to predict the number of loads present in the measurement by adding three

additional neurons to the final layer. The first of these neurons should fire if only one

load is present, the second if there are two loads, and the third if there are three loads.

This way, the network predicts N (the number of loads), and we can select the top N

neurons from the first part of the output layer. So, for example, the target output for

some training samples may look like:

• One-load measurement: [0, 0, 0, 0, 1, 0, 0, 0, 0, 0, 0 | 1, 0, 0]

• Two-load measurement: [.5, 0, 0, 0, 0, .5, 0, 0, 0, 0, 0 | 0, 1, 0]

• Three-load measurement: [.33, 0, 0, .33, 0, .33, 0, 0, 0, 0, 0 | 0, 0, 1]

A custom Softmax function was also needed to ensure the training worked correctly:

The Softmax activation was calculated separately for the output neurons’ first part (load

categories) and the second part (number of loads).

4.3 Performance measures

As we have seen in Chapter 2, there are several different error measures for multi-class

classification methods. Our network predicts two separate variables: 1) the probability

distribution of electrical loads; 2) the top N loads to consider in the distribution. So

it makes sense to evaluate the performance of these two methods separately as well.

For this, we have selected the accuracy measure. An output is considered correct for

the distribution if the top N loads are the N loads present in the training sample as

outputs. For this part, we assumed to know the true N. For predicting the number of

loads, we simply compared if the correct neuron corresponding to the true N had the

most significant output value.

To measure the performance of the two parts of the prediction combined, we introduce

the strict accuracy measure: a sample is considered correctly classified if both the

distribution and prediction of the number of loads are correct, i.e., if the output of the

multi-class classification solution matches precisely the expected output. If either the

top N loads in the distribution or predicting the number of loads don’t match with the

true values, the sample is considered incorrectly classified. We call this strict accuracy

since it does not reward scenarios when part of the prediction is correct.
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5 Discussion of results

In this chapter, we present the results of applying the multi-class classification method

introduced in Section 4.2. to the dataset presented in Section 4.1. In addition to show-

ing and explaining the results, the generalization capabilities of our method are also

evaluated. The results of the tests presented here are crucial for understanding what

the model learned about the loads and their combinations and what to expect when it

encounters an unseen combination of (previously seen) loads.

5.1 Multi-class classification

The network used for all classification tasks was a Convolutional Neural Network con-

sisting of two convolutional and two hidden fully connected layers. Softmax-provided

normalization was used between the convolutional and fully connected layers, while all

other activation functions were leaky ReLU. The input of the CNN was the Real Power

and Apparent Power measurement matrix for a measurement.

Unless stated otherwise, the measurements used for the classification were recorded

using the TEST_ORIG measurement profile (14 × 20 measurement matrix size).

The first results are shown in Figures 5.1, 5.2 and 5.3. Since multi-class classification

is a complex task, these figures need some explanation for correct interpretation. Figure

5.1 contains the raw results. In the top left corner, we can see that for the first part of

the classification (correct distribution/class detection), the average accuracy rate (of 100

runs) is 98.17%, while the worst was 79.23%. Similarly, for the second part (predicting

the number of loads), the average was 99.13%, while the worst was 92.62%. Finally, the

strict accuracy rate is displayed: the average is 97.39% while the worst is 73.39%. In

the first column, we see the true loads present in the sample. For training the model,

70 samples were used from each multi-class combination and 70 from the single-class

measurements. For testing, 30 measurements were used for each single-load and multi-

load combination. For every single load or multi-load combination in the first column,

the corresponding row shows the average of the CNN’s output over the 100 runs. The
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Figure 5.1: Multi-class classification results using 70 training samples from each load
combination category and 30 test samples. The extended confusion matrix
shows the averages of 100 runs.
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Figure 5.2: Summary of class detection accuracy results using 70 training samples from
each load combination category and 30 test samples. The accuracy rates are
averages of 100 runs. The empty white cells show the combinations for which
no measurements were recorded.

Figure 5.3: Summary of strict accuracy results using 70 training samples from each load
combination category and 30 test samples. The accuracy rates are averages
of 100 runs. The empty white cells show the combinations for which no
measurements were recorded.
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Class. Accuracy Num. Pred. Accuracy Strict Accuracy

AVG Worst AVG Worst AVG Worst

TEST_ORIG 98.17% 79.23% 99.13% 92.62% 97.39% 73.39%

TEST_HALVED 96.17% 82.68% 97.84% 84.94% 94.18% 73.69%

TEST_FOUR 88.07% 59.11% 94.39% 88.45% 83.20% 55.77%

Table 5.1: Multi-class classification accuracy rates for different measurement profiles
(Train samples: 70, test samples: 30)

green part shows the distribution of the top N predicted load categories. The places

with box borders show the true classes. We can see that for the two-load measurements,

there are two boxes in each row. The blue part shows the results for predicting the

number of loads present in a measurement. The places corresponding to the correct

output have bold values. We can see that for some of the single load measurements in

the INCANDESCENTS category, the second part of the network incorrectly predicted

an additional load present.

Figure 5.2 shows the class distribution accuracy rates for each single load case, two-

load combination, and three-load case. It essentially compresses the class detection

matrix part in Figure 5.1 to only the values in boxes. Although Figure 5.2 shows less

information, it is less cluttered and easier to understand as the accuracy rates for the

two-load combinations can be displayed in an upper left triangular matrix form.

Similarly to Figure 5.2, Figure 5.3 shows accuracy rates for each single load case, two-

load combination, and three-load case. Still, it displays strict accuracy rates considering

the load count prediction of CNN. We can see that each accuracy rate in Figure 5.3 is

less than or equal to its corresponding value in Figure 5.2. It is important to note that

the values shown in Figure 5.3 cannot be calculated from the matrices in Figure 5.1, so

these were separately calculated during the testing phase when the data for Figure 5.1

was collected.

Since measurement data was recorded with the TEST_ORIG, the TEST_HALVED,

the TEST_FOUR, and the TEST_TINY profiles, we can also evaluate the same method

as described above for the measurements recorded with the TEST_HALVED and the

TEST_FOUR profiles. (The 3 × 3 convolution does not apply to the TEST_TINY

profile’s 2 × 12 matrices.) The results are shown in Table 5.1. We can see that the

accuracy rates are noticeably worse with smaller measurement matrices and, thus, less

data.
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5.2 Evaluation of generalization capabilities

Examining the generalization capabilities of our method is crucial for determining the

feasibility of using this method for a larger list of loads. Knowing the generalization

capabilities and limitations also helps the multi-load measurement planning (e.g., all or

just some combinations need to be measured) to be more efficient. It also allows us to

further improve the method by highlighting its weaknesses. We want to explore and

answer multiple generalization-related questions:

• whether we can use single-load measurements to classify multi-load measurements

• whether it is possible to reduce the number of multi-load measurements needed

• whether by learning multi-load measurements, the network learns something about

single-load measurements

• whether multi-load measurements can help when encountering other multi-load

combinations during inference

5.2.1 From single-load to multi-load

For single-load to multi-load generalization, the goal is to evaluate if the network can infer

something about the multi-load samples if the training set only consisted of single-load

samples. Our choice of the measure was the percentage of (N-load) multi-load samples

for which there is at least one correct load category in the top N prediction. For this

case, predicting the number of loads was not considered. The results are shown in Figure

5.4. As can be seen, on average, 78.66% of predictions contained at least one correct

load category. Interestingly, the fan, ledspotilght, INCANDESCENTS and solderingiron

load categories were frequent false positives.

The results are bad for considering the classification accuracy as the measure (i.e.,

when the top N categories match exactly the N true load categories). The only multi-

load combinations reaching a rate of 30% are the following:

• USB + ledbulb 72.85%

• INCANDESCENTS + solderingiron 56.85%

• batterycharger4A + ledbulb 49.76%

• ledbulb + ledspotlight 30.95%
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Figure 5.4: Multi-load classification results (average of 100 runs) containing the top N
(N=1, 2 or 3 depending on the number of true target load categories) predic-
tions of the CNN. The training data did not contain any multi-load
samples. The training data consisted of 220 single-load measurements from
each load category.
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Figure 5.5: The mean of all measured Real Power measurement matrices for the laptop
and ledspotlight loads (top 2 figures) and the mean Real Power measurement
matrix of the combined laptop + ledspotlight measurements (bottom figure).
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Although these results allow us to conclude that at least some generalization is hap-

pening, relying on only single-load measurements for multi-load detection would result in

poor performance. The foremost reason for the poor performance is that when measuring

multiple loads simultaneously using the method introduced in Section 2.4, the loads are

connected (even during dimming) and act as one circuit. As such, the measurement is

not simply a sum of two separate measurements but a measurement of this new circuit

formed by connecting the two loads in parallel. Both loads can have capacitive and/or

inductive characteristics. It can be seen in Figure 5.5 where the means of all Real Power

measurement matrices are shown for the single-load measurements for the laptop and

ledspotlight loads and the multi-load measurements where the two loads are measured

simultaneously. It is worth noting that the laptop’s charge cycle and usage may have re-

sulted in different mean power consumption values, but this does not significantly affect

the relative structure of these mean matrices.

Multi-load classification with small training set

We have seen that only relying on single-load measurements would result in inaccurate

classification. Another practical issue with many load combinations is the measurement

time. Taking 70 measurements with all 45 combinations introduced in Section 4.1 would

take around 9 hours using the TEST_ORIG measurement profiles, and it would increase

rapidly if more loads are added in the future.

If reasonable accuracy rates can be achieved with less than 70 measurements per

combination, then it would allow the method to scale better when new loads are added.

To test if using less than 70 measurements would be feasible, we used the same method

introduced in Section 5.1, with the only difference being the training and test sample

sizes. From each single-load category, 160 were randomly selected for the training set,

while the other 90 were allocated to the test set. For the multi-load combinations, for

each combination, 10 samples were randomly chosen to be in the training set, while

the remaining 90 were assigned to the test set. Similarly to the previous method, this

process, along with the model training and test set evaluation, was run 100 times. The

large confusion matrix is shown in Figure 5.6 while the classification part’s accuracy

rates and the strict accuracy rates are shown in Figures 5.7 and 5.8. We can see cases

where strict accuracy rates are low, but the overall average is still high, 88.44%. The

results of this method and the previous one introduced in Section 5.1 are compared in

the table below:
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Figure 5.6: Multi-class classification results using 10 training samples from each load
combination category and 160 from the single-load categories. The extended
confusion matrix shows the averages of 100 runs.
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Figure 5.7: Summary of class detection accuracy results using 10 training samples from
each load combination category and 160 from the single-load categories. The
accuracy rates are averages of 100 runs. The empty white cells show the
combinations for which no measurements were recorded.

Figure 5.8: Summary of strict accuracy results using 10 training samples from each load
combination category and 160 from the single-load categories. The accuracy
rates are averages of 100 runs. The empty white cells show the combinations
for which no measurements were recorded.
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Figure 5.9: Single-load part of the confusion matrix (average of 100 runs) where the
training data did not contain any single-load samples

Class. Accuracy Num. Pred. Accuracy Strict Accuracy

multi-load

train samples
AVG Worst AVG Worst AVG Worst

70 98.17% 79.23% 99.13% 92.62% 97.39% 73.39%

10 91.59% 69.27% 95.61% 80.69% 88.44% 60.95%

We can see that although there was a 7-fold reduction in the number of multi-load

training samples used, the average accuracy rates are still high. Additionally, by only

requiring 10 measurements for each multi-load combination, the total measurement

time is about 90 minutes instead of 9 hours.

5.2.2 From multi-load to single-load

For this scenario, we aim to examine the CNN’s output for the single-load measurements

when it was trained on only the multi-load data. For obvious reasons, we are only inter-

ested in the first part of the prediction (the load categories) since the model would predict

N to be either two or three as it has not encountered any one-load case during training.

The training set consisted of 90 measurements from each multi-load category. The test

set contained 10 measurements from the multi-load categories and 250 measurements
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Figure 5.10: Single-load part of the confusion matrix (average of 100 runs) containing
the top 2 predictions of the CNN. The training data did not contain any
single-load samples.

from each single-load category. The results (average of 100 runs) are shown in Figure

5.9. We can see an interesting pattern. Although for some loads like USB, fan, and IN-

CANDESCENTS most of the samples were classified correctly, for others, a significant

portion of the samples were classified into other categories, most notably to USB. We can

observe that almost all misclassifications happen to loads that consume less power than

the true load category. This is most visible with the USB category consisting of USB

chargers that consume 5-12W. A reason for this strange phenomenon may be due to the

training of the CNN. The network was trained to provide two (or three) highest outputs,

and there was no significant penalty if there was a slight difference between these two (or

three) highest firing levels. It may be the case that the correct output is present in the

top 2 output classes. To verify this hypothesis, we can rerun the training, but this time

record the top 2 output classes for each single-load test sample. The results are shown in

Figure 5.10. As we can see, the true class is present in the top 2 predictions of the model

for 89.31% of the test samples. We can see that there are still a lot of samples that are

incorrectly classified to USB from the top 2 outputs, but for all of these single-class load

categories, the true category is also present in the top 2 predictions. With these results,

we have shown that from only multi-load samples, the network learned to a large extent,

how to classify single-load measurements.

32



Figure 5.11: Multi-load classification results. Each row represents the sample predictions
belonging to the omitted multi-load combination. The training set for each
row consisted of 70 samples per single and multi-load combinations (except
the omitted one). The top N predictions (averages of 10 runs) are displayed
in the left green part, the class number predictions in the blue part, and the
average accuracy rates for the samples belonging to the omitted class are
displayed in the right green part.

33



5.2.3 From multi-load to multi-load

The goal of examining multi-load to multi-load generalization is to see how the model

interprets a multi-load input that was not part of the training data. Still, the loads

present in the input have been in the training data both individually and in combination

with other loads (e.g., we have the USB+fan combination that we omit from the training

data; both the USB and the fan is present in the training data in several other combina-

tions and as single-load measurements as well). By examining how the model classifies

an unseen but familiar (i.e., has seen components of it) combination, we understand

the model’s limitations and capabilities. Figure 5.11 displays the average results of this

method run ten times for each combination. We can see that in 88.11% of the cases, at

least one load was correct in the top N predictions of the model. In 12.02% of the cases,

all N category predictions of the model were correct. In 6.41% of the cases, in addition to

the N category predictions being accurate, the load count (number of loads) prediction

was also correct. These last two percentages are low numbers, which warrant an expla-

nation. Some of the error certainly comes from the network’s inability to correctly model

the interaction of two loads and their resulting measurement matrix. Another significant

portion of the error may come from cases when the model assumes that only one load

is present. If we look at the rows in Figure 5.11 where the first blue column’s (Num.

pred. loads: 1 ) values are high, most of the combinations consist of two loads that

have significantly different power consumption levels (e.g., batterycharger800mA+fan,

batterycharger800mA+INCANDESCENTS, USB+INCANDESCENTS, USB+monitor,

USB+batterycharger4A, hairdryer+ledbulb). In these cases, it is understandable that

the model predicts only one load and picks the one with the higher power consumption.

It is an important observation to consider when collecting multi-load measurement data.

34



6 Conclusions

In this paper we have presented a Smart Plug capable of detecting multiple loads simul-

taneously. A large dataset was collected to enable the evaluation of our novel method.

We have shown that the Neural Network we designed is capable of accurately detecting

at least up to three different loads connected to the same Smart Plug simultaneously.

With our strict accuracy measure, 97.39% average accuracy rate was achieved.

We have also evaluated the generalization capabilities of our solution by examining

how the model responds to unseen data related to loads that it has encountered as part

of the training data as either part of a different combination or as an individual load. By

training the model on only single-load measurements and seeing how the model classifies

multi-load measurements, we could see that in 78.66% of the cases, at least one load (of

the N loads) was correctly identified in the top N prediction of the sample. We have

also shown that only 10 samples per multi-load category are enough to reach an average

strict accuracy rate of 88.44%. Classifying single-load measurement samples using a

model trained on only multi-load samples, an accuracy rate of 55.3% was achieved while

the correct category was in the top 2 prediction of the model’s output for 89.31% of

samples. To see how the model would classify a new combination of previously seen

loads (both single-load and multi-load measurements in the training set, excluding the

selected specific combination), we trained several models where we excluded one specific

multi-load combination from the training data. We could then evaluate how the model

would classify that unseen combination. Although the average strict accuracy rate was

low (6.41%), in 84.11% of the cases, at least one correct load was present in the top n

prediction of the model.

To summarize, we have shown that multi-load detection and, thus, a Smart Plug

with hybrid ILM-NILM detection capabilities is possible. With this, we are one step

closer to enabling our Smart Plug to function in a real-world environment. Real-world

applicability is rarely considered in the literature, and to the best of our knowledge, we

are the first to successfully apply hybrid ILM-NILM detection methods to load detection

using a Smart Plug.

35



6.1 Future work

In the future, we plan to deploy the model on the ESP32 microcontroller of the Smart

Plug, allowing on-device multi-load detection capabilities. We also aim to explore dis-

aggregation methods to determine the power usage of the individual loads from the

aggregated measurements, as the current system only detects the loads present but does

not estimate the individual power consumption of the loads.
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